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  1 INTRODUCTION  

 
Making decisions has, paradoxically, become both easier and harder. Easier because there is more 

data to inform and validate options, but harder because it is sometimes difficult to get the very 

data you want. It might exist within terabytes or even petabytes of other data, it may be 

streaming in at micro or even nanosecond speeds or it might be stored in one format in one 

location and a different format in another - the so-called Volume, Velocity and Variety of Big Data. 

On top of that it might contain duplicates, omissions or inconsistencies. So add Veracity to the 

mix. It’s a difficult problem to manage – but a potentially lucrative one to solve. 

 

For the last 20 years, financial markets have arguably been at the forefront of the Big Data arena 

(only it didn’t have a name then!). Over that time, Kx has become the benchmark technology for 

time series data and analytics within Finance. The techniques learned and technologies developed 

over that period continue to lead the market today and as other business verticals advance into 

the arena of Big Data and complex analytics Kx has become increasingly relevant to the complex 

and interesting data problems outside of the financial markets. 

 

Kx Data Refinery is designed to wrap all of the hard won experience and battle hardened 

technology developed for financial markets into a platform that can be used for real-time and 

historical data capture and analytics across any business vertical. 

 

Built on the strong foundations of Stream and Control for Kx, Kx Data Refinery takes our software 

solutions one step further – from being a set of core technology (kdb+ and q) and foundation 

libraries (Stream & Control) to an implementation ready, data-centric analytics platform ready to 

deliver to your business. 

The “Four V’s” of Big Data (Volume, Velocity, Variety and Veracity) continue to task the technology 

industry to deliver solutions that can address the challenges therein. Often this results in 

companies implementing custom solutions using a variety of technologies that address one of 

these domains well but not all. Kx Data Refinery offers an integrated solution that covers all of 

these data challenges using a single core technology – kdb. 

 Volume – Our architecture scales both horizontally and vertically. We can run onanything 

from a Raspberry Pi to the largest servers available to the market. We can deploy on one 

machine in one location or hundreds deployed globally meaning we have limitless 

scalability. 

 Velocity - Kx Data Refinery can process millions of inbound records per second while 

maintaining sub-millisecond outbound query response times. Data is made available for 

query and calculation immediately upon receipt and our client gateways provide a single 

entry point for both real-time and historical data in the same query. 

 Variety – Kx Data Refinery Feedhandlers provide connectivity to multiple sources and 

formats with the flexibility to extend to others with accompanying data management 

functionality. 

 Veracity - Kx provides managed services for the validation, cleansing and workflow 

management of data exceptions, a service for data queries and analysis and an analytics 

and data cleansing framework that is easy to configure and adaptable to data from any 

source. 

 

In addition to sourcing and distributing data Kx Data Refinery provides highly resilient mission 

critical architecture and sandboxes for ad-hoc analysis, dashboards for streaming visualizations 

and IDE environments to support quantitative research and data science. 

 

 
Kx Data Refinery helps data owners to unlock and monetize the value of their information 

assets by enabling their clients to retrieve data when they want it and how they want it – 

fast, accurate and enriched. 
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  2 KX DATA REFINERY OVERVIEW  

 
As technologies to support Big Data evolve, the business around it evolves too. Born from financial 

markets where exchanges, regulators, data vendors and financial institutions seek to gather, 

store, process, distribute and ultimately monetize their data, Kx Data Refinery is a data capture 

and analytics platform for the modern era. 

Performing analytics on real-time and historical data, processing queries, delivering results and 

feeding downstream applications requires an immediacy and agility that is often difficult to 

achieve. Doing it for multiple customers and markets is even harder. Kx Data Refinery can do 

both. 
 

Kx Data Refinery is deployable across multiple industries including utilities, pharmaceutical and 

retail as well as the financial markets. It supports both mission-critical operations and data science 

and quantitative research functions. Clear separation of these use cases ensures we can offer the 

operational performance and stability required to support your mission critical applications and 

processes as well as providing a powerful, flexible platform for research and idea generation that 

data scientists and researchers require. 

 

Provider Benefits: 

 
 Centralization and normalization of data and analytics for your entire organization. 

 Support real-time downstream application use cases in addition to ad-hoc research and 

analysis 

 Single coherent technology solution end to end. 

 A company that not only understands technology but also data and data science 

disciplines. 

 

Flexible deployment options of Kx Data Refinery include: 

 
 Can be run as an entirely hosted and managed service, nearshored with your business. 

 Can be deployed locally within your own data centers and infrastructure. 

 Can be a hybrid of both approaches enabling you to host non-sensitive data in the cloud 

whilst retaining local control of any sensitive data whilst still providing seamless access 

to both. 

 Runs in the cloud or on ‘bare metal’ 

 Can be historical / batch only, real time or full streaming, you only pay for what you need. 

 

2.1 BUSINESS – KEY POINTS 

Sample Applications of Kx Data Refinery 

TCA Analysis 

Best Execution Analysis 
(RTS27 & 28) 
Market Impact Analysis 
EBBO/NBBO 

Systematic Internalizer 
Determination 
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Often vendor solutions are designed to fill a highly specific use case. Kx Data Refinery takes a 

different approach. It is designed to act as your centralized platform for data capture, 

management, analytics and distribution. It is our fundamental belief as a firm that once a solid 

data foundation is in place, the building of solutions to fill a particular need is greatly simplified. 

Your application no longer needs to do the heavy lifting of data capture, storage, cleansing and 

calculation. This is done by Kx Data Refinery instead, enabling you to focus on building the 

solution you need today, quickly and easily. 

 

The following image shows an example from our financial markets implementation and highlights 

our modular approach to solution delivery. 

 

 

As the diagram shows, Kx Data Refinery provides both the market data and the order and 

execution data capture backbone. This data and associated analytics can then be served out 

directly to specific business solutions (e.g. Surveillance) without those solutions needing to 

recapture and persist their own copies of the data. 

 

Additional points for consideration: 

 
• Handles both structured and unstructured data. 

 
• Can be globally or locally distributed and made accessible from any location 

 
• Clear separation of high performance, critical application usage from ad-hoc research & 

analysis environments. 

2.2 TECHNOLOGY – KEY POINTS 
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• Co-location of data and compute resources (Data on disk right next to CPU & Memory, no 

need to shift tick data around the network for processing, only results to clients) 

• High redundancy and availability by design to ensure maximum uptime and minimum 

impact when issues are seen. This is inherent through the entire stack from the way data 

feeds are sourced to how data is distributed across the storage nodes. True horizontal 

scalability – theoretically there is no limit to the data volumes that can be captured and 

processed, just add hardware and distribute your datasets. 

 

• Highly parallel execution. Need it faster? Sub-divide your data and multi-process. 

 
• Designed to manage and expose both real-time and historical data seamlessly. 

 

• A single, common API and access layer that is extensible to accommodate new demands – 

the minimum possible number of functions with the maximum possible flexibility per 

function. Avoid the ‘n thousand function’ issue (don’t know what the system does 

anymore, replicated functionality, hard to navigate etc.) and by-proxy produce a modular 

codebase that is as small as reasonably possible. 

 

• Flexible data models and datasets. 

 

• Segregation of clients from backend complexity. Single entry point per client irrespective 

of the number of datasets they need access to. 

• Common codebase globally and uniformity of hardware and software solutions to ensure 

the platform can be managed and supported with the minimum number of resources 

and that developers can work on different areas of the platform with confidence. 

The same technology that’s used to run the hosted tick platform can be used to deploy custom 

time series data capture solutions at clients sites (or hosted) with seamless integration between 

the two e.g. algo, flow, data & analytics, trade data capture. 

This combination of design principles and supporting components in the Kx platform provide the 

end-to-end capabilities of Kx Data Refinery. 
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Outside in, Not inside out. 

As far as is possible, the platform has been designed and developed from the perspective of the 

end user. We have attempted to ‘shift the dial’ in terms of ease of use for data and analytics 

platforms. 

The technology is necessarily complex, however at all times we have attempted to develop the 

system in such way as to support the business focus of the end user and abstract them from 

implementation detail that commonly haunts the user experience with these types of platform. 

For example, it is not necessary to understand the underlying platform architecture, process layout 

and database schemas to query the system, it is not even necessary to understand SQL or q 
programming in any detail. Users access the system through a single entry point (the gateway) 

and interact with it through a series of easily understandable, human readable function calls. 

Data is King 

Kx Data Refinery provides a full suite of tools for managing your data and provides 

functionality to abstract the end user from the vagaries of data differences between markets 

and vendors. 

For example, when dealing with financial market data from different exchanges, the same trade 

event on two exchanges can be represented with a different trade condition. (e.g. a regular trade 

on the LSE may come with a condition `A but on NYSE with an `R.) When multiplied across the 

number of asset classes, event types and exchanges this rapidly becomes an extremely complex 

and costly detail to manage. 

Kx Data Refinery implements a system of named filters to abstract the end user from this 

complexity. When a request for data is made a predefined filter name that makes sense to the 

user can be sent, and the data returned cleansed according to these rules without the need to 

maintain complex SQL code. 

Everything Changes. 

The world is changing constantly and by its very definition, our platform is all about history and 

time series. Our most immediate data is what is happening right now, live, but our oldest data is 

measured in years and decades. Kx Data Refinery manages the changes in data over time so that 

our users can focus on what they want and not deal with the minutiae of change in the underlying 

data set. 

One simple example from financial markets is dealing with symbology changes over time. 
Companies get acquired, merged, spun off etc. all the time yet the client may need all the history 
for that entity presented as a single view e.g. Blackberry decided to change their exchange ticker 
from RIMM to BBRY on 2013.02.04. This means we have to design the system such that the client 
can use the BBRY ticker and yet still get the tick history stored under the RIMM ticker. Another 
example is dealing with corporate actions like stock splits. Date Refinery stores the received prices 
in their original form so an API can return either those raw prices or their normalized equivalents to 
a specified base making them easier to incorporate into pricing engines and other applications.

Abstraction 

Kx Data Refinery is intentionally designed to be end use case agnostic. The platform is 

designed to operate as the core time series and analytics platform for the entire organization 

as opposed to serving one use case only. By sticking to that principle, we ensure that our 

clients extract the maximum positive impact across their organization by centralizing their 

entire application and research practice on a single source of data and analytics. 

That way the VWAP number that you see in your post trade report is the same one you see in your 

algo monitoring system and the same one you provide to compliance and your clients in your Best 

Execution reports. 

2.3 DESIGN PHILOSOPHY 
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All screens have been created using Dashboards for Kx, an integral component of Kx Data

Refinery which enables power used and business users alike to create, and share, customize 

views of data and analytics results 

2.4 SAMPLE APPLICATIONS 

Market Replay 

Time Series Analysis 

Best Execution Analysis 
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Our design philosophy and some of the key points on our technology have already been covered at 

a high level. The following section aims to provide some additional depth and detail. 

Whilst reading this document, we encourage you to explore our website which contains further 

detail on many of the technologies referenced here. 

In terms of the Kx software stack, the simplest way to think about the Kx Data Refinery platform 

architecture is as follows: 

- Kdb+ is at the core of everything we do.

- Stream & Control for Kx provide the base

software frameworks to support our

architecture.

- Kx Data Refinery is the ultimate

expression and implementation of these

core technologies.

The following diagram provides a more complete picture and shows how Kx Data Refinery 

services combine to provide a comprehensive data management solution. 

2.5 ARCHITECTURE 
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As noted previously, the platform is designed to be both horizontally and vertically scalable and 

supports cloud deployment as well as ‘bare metal’. 

The following diagram shows a typical deployment within financial markets. There are three ‘tiers’ 

in this example with real-time feed processing, real-time capture and historic data separated onto 

dedicated hardware. 

The diagram shows Tiers 1-3, servers 1..n and processes 1..n as an illustration of how the 

system can scale horizontally across many servers for performance. This is achieved by sharding 

the processes and the dataset that those processes are consuming. 

- Processes can be run over 1 or many Tiers supporting scale up of performance as required.

- RDB’s are all retained in memory while HDB’s are stored on disk. Kx Data Refinery multi- 

processes at both levels but in different ways.

o Data is sharded across n processes for the RDB’s

o Historic data can be mounted n times and load balancing at the HDB layer.

- HDB’s are also multi-threaded at the backend (disk level), RDB processes are single or

multi-threaded.

- The Gateway provides a single entry point for the client and manages the query routing

across the system.

- The combination of these approaches means there is theoretically no limit to how much

data can be captured and processed.

- This flexible approach also ensures optimal usage of resources as we can deploy on

anything from a single node to thousands. In addition Kx Data Refinery has native

support for cloud solutions and can deploy on any cloud offering.

2.6 SCALABILITY 
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 2.7 FAILOVER, REDUNDANCY AND SANDBOXING 

Kx Data Refinery provides flexible deployment options to suit the level of redundancy required. 

It can run standalone, hot-warm, hot-hot (parallel) and in single or multiple data centers. The 

following diagram shows a typical Hot-Hot deployment in independent data centers with a T+1 

sandbox environment. 

- Sites A and B can be located in separate data centers (or the same one).

- An independent data feed infrastructure upstream provides redundancy at the feed level as well

as machine and process level within our own infrastructure.

- Clients maintain two connection handles, one to each site gateway. If the gateway or the data

centre goes down, the client reconnects to the secondary.

- The gateways in each site maintain a secondary handle to all processes in the other site. If a

handle disconnects e.g. through process failure then all queries are automatically re-routed to

the secondary site. This provides seamless failover (for the client) in the event of process or

machine level failure.

- Sandbox in this example is a T+1 copy but data can also be provisioned in real time if required.

Sandboxes Capabilities 

The diagram above illustrates another powerful feature of Kx Data Refinery – the ability to 

sandbox users like Researchers and Quants who have markedly different usage profiles and 

requirements than those of applications and production systems. 

- Applications are deterministic in their usage but require extremely high performance i.e.

they use the system heavily but do ‘standard things’ very often requiring fast responses.

These applications are often mission critical to the end user firm.

- Researcher and Quant needs are the opposite. Usage is non-deterministic, often requiring

a high degree of customization and flexibility but outright performance is less of a concern

and usage is not mission critical.

These differences necessitate separation of the physical system and the provision of a dedicated 

sandbox environment that provides full functionality and data access yet ensures that production 

system are not compromised by speculative and non-standard usage patterns that may overwhelm 

resources. Kx Data Refinery sandboxes provide such environments where required. 
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 2.8  ENTERPRISE FEATURES 

Kx Data Refinery provides all the control and management features crucial to an enterprise 

application. These are provided within Control for Kx and include functionality for configuring, 

deploying, maintaining and extending the Kx Data Refinery solution. 

User Management, Authentication and Entitlements 

Administrators can define entitlements and 

permissions at both user and group level. Entity 

Groups can be defined that group together sets 

of Dashboards or individual Dashboard Apps. 

User or user group entitlements can then be 

assigned to confer no access, full access or read 

only access. Interfaces are available for 

integration with LDAP and other security 

mechanisms for user authentication. 

System Parameter and Control 

Administrators can define and 
control parameters determining 
the codes, filters exchange etc.. 
on which queries are executed 

A comprehensive audit log records 
all amendments and who made 
them 

Additional features include: 

Analytics Library 

A set of customizable, modifiable 
analytics functions to modify and 

extend system behavior 

Failover and Replication 

 Enabling Hot- Hot, Hot-Warm 
and Hot- Cold failover 

configurations 

Monitoring 

 Early detection and notification 
of infrastructure and business 

level errors 
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3 KX DATA REFINERY CASE STUDY 

Kx Data Refinery was selected by Thomson Reuters to provide the underlying technology for the 

next generation of its time series and analytics platform – Velocity Analytics 8.0 (VA8). The 

solution makes Thomson Reuters data easily accessible for client, reduces development overhead 

and costs. 

Out-of-the-box Analytics 

Trade Statistics (VWAP, 

TWAP, Min, Max, Close ..) 

Quote Statistics (Spread, 

Mean, Count,.. )

Sample Analytics and 

Reports 

TCA Analysis 

Best Execution Analysis 

(RTS 27 & 28) 

Equity Pattern Analysis 

EBBO/NBBO 

SI Determination 

Seamless real time and 

historical data access 

Real Time Market Data 

Feed 

Historical Tick Data 

Security/Reference 

Data 

Corporate Actions 
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Velocity Analytics 8 Functionality 

- Real-time data capture for all financial markets asset classes.

- Integration with Thomson Reuters key data platforms – Elektron, Datascope Select and

TRTH.

- Managed Data Quality – TR Staff will be using our administration and monitoring

capabilities to provide feed handler configuration updates as a service to ensure data

quality is maintained over time.

- Named Filters – An abstraction layer to enable dynamic filtering for the myriad of trade

condition codes published from Exchanges.

- Real-time and Historical market data analytics.

- FX Normalization

- Timezone normalization

- Symbology mapping between different market and vendor instrument identifiers

- Multi-Source data support

- Holiday calendar integration

- Corporate action adjusted time series

- Streaming pub/sub calculations and analytics.

- Custom analytical filtering for outlier removal

- Visualization options via HTML5 dashboards and Java based IDE’s.

- JSON based Webservice access or direct API based IPC communication.

- Data and functionality permissioning.

- The service is available as a hosted solution or deployed onsite.

-

The following calculations have been implemented within Velocity Analytics 8 for Thomson 

Reuters. All calculations listed are available across asset classes. 
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  4 MANAGED SERVICES 

In addition to supplying the software required to run Kx Data Refinery, we also provide 

supporting services for its operation and support. These skills have been developed in 

implementing and supporting enterprise market data and reference data platforms for some of 

the world's largest financial services organizations. These services are particularly relevant for 

your clients who may have non-standard delivery formatting and data enrichment requests 

Kx also provide data management and software development services covering requirements 

gathering, design, development, testing, deployment through to post-delivery support and 

maintenance. With a long history of delivering consulting services to the capital markets Kx has 

assembled experts in each of these areas and taps their collective knowledge and experience to 

deliver superior quality software and data management support. In delivering its services it 

incorporates formal project management methodologies and best practices in terms of account 

management and governance. 

Implementation 

Our team can work with your IT professionals to build a cost efficient 

infrastructure to deliver data to customers. These services include: 

- The provision of consulting services around the choice and location

of data centers, hardware and network
- Capacity planning

- Messaging protocols
- Building Feedhandlers for data integration

- Virtualization techniques
- Storage and compression optimization
- Familiarity with the latest developments in unstructured data
- Stress testing

- Resource monitoring

- Business continuity planning - failover, resilience and disaster

recovery

Data Scientists 

We have teams of data scientists available to work with your 
customers to extract value from the infrastructure. Kx Systems can 
also white label these services on a revenue share basis. As well as 

expertise in the latest Big Data technologies our team has deep 
capital markets domain expertise. Our services include: 
- Development of new canned analytics
- Optimization of analytics
- Creation of customized analytics for customers

- Building customized dashboards to visualize data

- Creating customized alerts and workflows
- Integrating customer private data with data from Kx Data Refinery
- Building of custom APIs

- Integration with other technologies such as R, Python. Java, C++
and Matlab

Production Support 

We can provide a global support team to work with your customers 

to provide a white labeled quality service to your customers. 
- 24/7 production support

- Local support in major global financial centers - London, New

York.
- Industrialized processes for logging and resolution of issues
- Scrubbing and cleansing of data
- Maintenance of Feedhandlers

Managed Service 

Benefits 

Industry best- 

practices, procedures 

and service levels 

Access to 

experienced data 

management and 

data analysis 

professionals 

On-demand capacity 

to Ramp-up / Ramp 

down resources as 

required 

End-to-end SDLC 

provisioning with 

SLAs to mitigate risk 

project delivery risks 
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