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Kx Analyst Product Overview 

Kx Analyst is a full-featured, interactive  
data exploration environment that allows analysts, 
data scientists, and programmers to work 
with massive datasets in real-time – 
with or without programming...  

Kx Analyst combines the productivity features of a cutting-edge development environment with 
the power and performance of kdb+ database technology to deliver an unparalleled ‘Big Data’ 
analytics experience.  

Now data analysts can effortlessly load, query, and visualize hundreds of millions of records in real 
time and developers can quickly and easily create analytic libraries to explore Terabyte or Petabyte 
datasets by leveraging a rich set of development tools.  

Kx Analyst Interactive Environment: Here we see the Big Data Spreadsheet containing partial analysis of 100 million 
cell phone records  and the Visual Inspector displaying a histogram showing the duration of 100 million cell phone calls 



Kx Analyst Product Overview 

Overview 
Kx Analyst is comprised of three sets of tools or features: 

• Self-Serve Analyst Tools
• Developer Tools
• Core Features

Here is a brief summary of each of the toolsets:

Self Serve Analyst Tools 
The Self-Serve Analyst tools make it easy for the average person to explore their data. They are 
designed for data scientists, analysts or anyone who wishes to explore one or more datasets with 
little or no programming. Using these tools, users can load, transform, join, query and visualize 
either internal or external datasets using a combination of wizards and point-and-click interfaces. 

Self-Serve Analyst Tool 

Data Import Wizard Import any kind of delimited data (e.g. CSV), JSON, XML, INI, 
Parquet, ODBC, JDBC and any kdb+ dataset without 
programming. 

Data Transformer Perform extract, transform and load (ETL) operations as well as 
join operations on multiple datasets using a point-and-click 
interface. 

Query Filter Dialog As part of the Data Transformer, Analyst provides a point-and-
click filtering dialog that lets you create simple or complex 
queries through AND/OR combinations and functions. 

Visual Inspector Query & visualize massive datasets in real-time with a wide 
range of pre-built charts using a point-and-click interface to set 
a wide variety of visual attributes. 

Data Export Wizard Export your data as delimited data (e.g. CSV), JSON, XML, INI, 
Parquet, ODBC, JDBC or any type of kdb+ table without 
programming. 

Big Data Spreadsheet Manipulate and explore massive datasets using an SQL 
scripting language or the complete q programming language 
using an intuitive spreadsheet interface. In addition, anyone 
familiar with JavaScript can build simple user interfaces from 
within the sheet. 
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Data Scientist and Developer Tools 
Tools to simplify and accelerate analytic and code development while reducing code defects: 

Data Scientist and Developer Tools 

Interactive Script Editor Interactive editor for writing q scripts, tests, and functions with 
standard features such as code completion, syntax highlighting, 
q lint support, breakpoints and context-sensitive help. 

Interactive Debugger Interactive debugger with breakpoints, profiling, variable 
introspection and incremental stepping through recursive 
functions 

Compare & Merge Tool Compare code for add, deletions, and changes as well as conflict 
handling via merge 

Automated Test Support Complete support for automated test creation using a behavioural 
driven (BDD) testing framework similar to Cucumber and a 
combinatory library similar to QuickCheck for automatically 
generating test cases.  

Grammar of Graphics 
Scripting Language 

A complete scripting language for building any kind of 
visualization with full support for multi-chart linking, data types, 
visual aesthetics, and interactive drilldown and data brushing. 

High Performance 
Computing Through 
Vector Functional 
Programming and  
SQL Scripting 

Data scientists and developers can leverage q – kx’s interactive 
functional data scripting language – to accomplish any data 
analysis task. SQL is integrated into the language and the 
language supports all of the well-known functional idioms such as 
map reduce, scan, over, etc.  

The language has been optimized for speed. Applications execute 
inside the columns. It exploits memory pre-fetch, caches and 
vector instructions to enhance performance. The instruction set is 
so lightweight (~500kb) that it stays in the instruction cache and 
can be embedded in devices inside or at the edge of a network 
(e.g. IoT devices).  

The language supported map reduce 10 years ago, functional 
programming 15 years, and offered a more streamlined SQL 10 
years before anyone had heard of NoSQL or NewSQL.  

As a result, this translates into being able to handle streaming, 
real-time or historical data; process and analyze data in 
microseconds; and perform hundreds of millions of transactions 
per second against Terabyte and Petabyte datasets. 
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Core Features 
Foundation technology at the heart of the product: 

Core Features 

Local & Shared 
Repository 

Both developers and analysts benefit from using Analyst’s shared 
repository and fine-grained version control.  

For developers, Analyst adds modules and configurations to the 
powerful q environment, as well as version control for functions 
and spreadsheet cells. Compare, diff and merge are all 
supported.  

For analysts, Analyst provides a collaborative, shared work 
experience and analysis history. Analysts work in their own 
workspace, then share their thoughts and findings with other 
analysts by publishing part or all of their workspace. In turn, 
other analysts can comment or make modifications to the 
ongoing analysis. At any point, anyone can move forward or 
backward through the versions that have been placed in the 
repository.  

High Performance 
In-Memory & On-Disk 
Column Store 
Technology 

Analyst leverages the kdb+ technology featuring integrated 64-
bit in-memory and/or disk-based column store. Tables are 
ordered and/or annotated (grouped, partitioned) for efficiency. 
Time is a native type with nanosecond precision and allows for 
complete operations (e.g. joins) over dates, times and windows. 

For over 30 years, this technology has been used by the financial 
industry to handle real-time trading and is unmatched when it 
comes to the speed and scalability required for Big Data 
solutions. 

Third-Party 
Interoperability 

Analyst doesn’t lock you in. Users can import and export datasets 
from/to CSV, JSON, XML and ODBC/JDBC. In addition, 
programming interfaces are provided for a wide range of external 
libraries/languages/applications (Java, C, C++, C#, R, Python, 
Perl, Scala, Excel, Fortran) for total development flexibility. 



 

Data Importer 

 
Importer’s auto-column detection wizard 

The Data Importer Wizard lets you import 
most kinds of datasets using a point-and-click 
interface.  

Supported data types include: 

• Delimited data (e.g. CSV, TSV, etc) 
• JSON 
• XML 
• ODBC 
• INI 
• kdb+ In-Memory Tables 
• kdb+ On-Disk Table Formats 
• Apache Parquet (optional) 

Once a file is selected, columns names and 
types are auto-discovered as shown below. 
However, the analyst can decide whether or 
not to change these properties before 
importing the dataset. The Importer also 
allows you to sanitize column names should 
the analyst wish to use the dataset with the q 
scripting language. 

Upon completion, you can elect to import, 
transform, or visualize the dataset. 

 

 

Data Transformer 
The Data Transformer is a powerful extract, 
transform and load (ETL) tool that allows an 
analyst to perform complex data grooming 
operations on large datasets using a point-
and-click interface. Users construct their 
transformation using a sample of the dataset 
and then apply the transform against the 
entire dataset. ETL actions include: 

• Column type changes  
• Date and time transformations 
• String parsing and replacement 
• String case transformations 
• Column or list splitting 
• Data filling (e.g. fill down, replace nulls) 
• Complex AND/OR query filtering 
• Add, remove, sort, and group columns 

In addition to transformation operations, 
analysts can perform these join operations: 

• Left join 
• Inner join 
• Equi join 
• Plus join 
• Union join 
• Upsert (append) join 
• Insert join 
• Zip join 

All actions can be re-ordered, deleted, 
modified or replayed. Once the user is 
satisfied with the order of the operations, 
they can either export the transformation. 
 

 
Transformer featuring a join of two tables 
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In the example above, the user has loaded 
two tables into the transformer, created a 
new table by performing a left join on the two 
tables, and modified the join output by 
changing the types of two of the columns 
from short integers to long integers. The top 
pane is a visual map of the transformation. 
The lower left pane provides the user with a 
list of actions have been applied to the 
currently selected table. The lower right pane 
provides the user with a sample of the 
updated output so that they can verify that 
the actions have been applied correctly. 

In addition to saving the output from a 
transformation, the actual transformation 
sequence can be saved. The sequence can 
then be executed as functions using other 
tables with the same shape. For example, if 
you had monthly sales data generated in CSV 
format and a log file that correlated that data 
to some web activities, you could create a 
transformation to import, transform and join 
the datasets and then execute it as a function 
each month when the sales and log data 
arrived. 

Point-And-Click Query Filter Dialog 
The Transformer can also be used to filter 
datasets using a point-and-click query 
interface. Users can create simple or complex 
queries using AND/OR filter creation.  

In the example below, the user has created 
two OR queries with two AND queries inside 
each of the OR queries. 

Transformer Point & Click Query Builder Dialog 
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Big Data Spreadsheet 
The Big Data Spreadsheet lets analysts load 
and work with billions of records in a non-
linear format. They can work incrementally 
with their datasets performing analytical 
computations and building up queries. 

Spreadsheet access to billion row datasets 

Ability to enter qsql or q into cells 

Access to the visual inspector 

Many standard spreadsheet functions are 
supported such as cell formatting, inserting or 
deleting rows and columns, resizing rows or 
columns, recalculating cells, cutting and 
pasting cells, etc. 

In addition, users can create script regions 
and assign JavaScript format or validation 
scripts to each region.   

Step 1: Creating a cell region 

Step 2: Adding a script to the region 

Step 3: Save the script and combo box appears 
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Visual Inspector 
The Visual Inspector allows analysts to 
visualize datasets using a variety of pre-built 
charts using a ‘point-and-click’ interface.  

By leveraging Analyst’s advanced server-side 
rendering technology, analysts are able to 
query and visualize tens of millions of records 
in seconds. This means that analysts can now 
search for and find patterns in large datasets 
in seconds or minutes, rather than days or 
weeks. The examples on this page use a 
dataset of 100 million cell phone records. 
Each of the renderings took less than 5 
seconds.  

In the top picture, one can easily identify the 
standard distribution of cell phone call 
durations. In the bottom picture, there is an 
anomaly in the people who are receiving the 
most calls. In the picture on the top-right, 
you can see a sudden shift in call patterns.  

Standard distribution of call durations 

Rendering 100 million records in under 5 seconds 

Finding anomallies in a 100M record dataset 

The following pre-built visuals are provided: 

• Row-Column Table
• Heat Map
• Horizontal and Vertical Bar
• Horizontal and Vertical Histogram
• Line
• Geographic Mapping
• Box Plot
• Quantile Chart
• Path Plot
• Plot Matrix
• Directed Graph

Most of the pre-built visuals support drill-
down, drill-over, data brushing, binning on 
the x- or y-axis as well as a range of attribute 
selections depending on the plot type (e.g. 
line colour, fill colour, dot sizes, scale, etc.).  

Example of point-and-click attribute settings 
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The Visual Inspector also lets you execute 
adhoc queries using sql and keeps a history of 
the queries you have made during your 
session. 

Visual Inspections can also be saved and 
version controlled in the shared repository so 
that other analysts can access and work on 
the same visualizations. 

Shared Repository and Search 
Developers, data scientists and analysts have 
access to their own local workspace and a 
shared repository. Both local and shared 
repositories offer fine-grain version control 
over assets. Users can share their work, 
monitor each other’s progress and maintain a 
complete audit trail of what they are doing. 

The repositories support code search, fuzzy 
search, regex search as well as filtering by 
entity and state.  

Tree showing local repository with state icons 
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Interactive Line Editor 
For those who prefer a more traditional 
environment, Analyst offers an interactive 
REPL-like line editor coupled with an 
integrated debugger, console and scratchpad. 

Using these tools, users can interactively 
build up queries and scripts to perform 
analysis or develop their own domain-specific 
libraries using the kdb+ query and 
programming language.  

q script syntax highlighting 

Interactive code execution via hotkeys or context menu 

Interactive Debugger 
Analyst features a fully interactive debugger 
that dramatically reduces the amount of time 
finding and resolve problems. The debugger 
supports:  

• Step
• Step over
• Step into
• Step out
• Stop
• Play
• Profiling
• Variable assignment
• Variable values
• Recursive function support

Inline inspection variables 

Inline inspection of variables 
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Scripted Queries 
While you can use the Data Transformer and 
Query Dialog to load and join tables and 
perform complex scripting, some analysts 
prefer to interactively and incrementally build 
their queries in the Big Data Spreadsheet, the 
Function Editor, or directly in the Visual 
Inspector using the scripting language.  

Here are a few examples to show you how 
easy it is to interactively script queries in 
Analyst. 

On line 22, we are selecting all the columns 
from the phones table where the destination 
column contains either 1, 5, 306 or 309 and 
we are assigning the result to a temporary 
table called t1. 

On line 25, we are counting all the sources 
grouped by their destination. Then, we are 
adding those counts to a column called counts. 
And finally we are sorting the new column in 
descending order. We are assigning the result 
of this query to a temporary table called t2. 

On line 28, we are selecting all the records 
where duration in greater than 1500 and 
assigning them to a new table called a. On 
line 29, we are selecting all the records with a 
destination of either 0 or 5 and assigning 
them to a new table called b. Then on line 30, 
we are merging all of the records from a and 
b into a new table called c. 

In this way, an analyst can perform a variety 
of ad-hoc queries on-the-fly and inspect the 
result of each of those queries without having 
to build up a massive SQL statement. This 
interactive flexibility makes it faster and 
easier to explore large datasets. And since 
any selection of lines can be inspected, 
analysts always know where they stand with 
their data. 

In addition to the enhanced query language, 
programmers, data scientists and analysts 
can also leverage q – a powerful vector 
functional programming language – to build 
any kind of analysis they want.  
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Custom Visualization Support 
For more specialized applications, the 
grammar of graphics scripting language will 
allow the analyst or developer to create 
virtually any simple or complex visual they 
desire.  

In the example below, the analyst creates a 
500 x 500 plot and requests a default plot 
specifying the dataset (diamonds) and the 
column (`price) in one line of scripting.  

In this case, since the user has provided no 
other parameters, the library chooses the 
most intelligent plot type and provides a 
default histogram: 

Depending on the datasets, columns and 
parameters used, the user can create 
extremely sophisticated visualizations. 

Text Processing Library
Kx Analyst provides an optional Text 
Processing Library that can be used to 
perform text analysis on structured, semi-
structured and unstructured text files (e.g. 
unstructured text, delimited text, emails, 
JSON files, CSV files as well as KDB and 
ODBC data sources). Using the library, 
analysts can perform the following 
operations: 

• Perform core NLP operations such as
tokenizing, parsing, sentence detection
and lemmatizing
• Group documents or tokens in a variety
of ways using one or more clustering
algorithms
• Find terms and phrases related to a term
• Search by keywords or regular
expressions
• Search by similarity to a document or
similarity to a collection of documents
• Entity recognition for a variety of entity
types including person, location,
organization, date, time, and money
• Parse dates and times
• Keyword detection and relevance ranking
• Document comparison
• Sentiment analysis
• Find the differences in term usage
between collections of documents
• Edit distance calculation

General Library Usage
To use the library, users import a 
collection of documents (corpus or 
corpora) into kdb. A corpus is a collection 
of documents and corpora are multiple 
corpus. In Kx Analyst, the corpus consists 
of the source documents and associated 
cached data, calculated when loading the 
corpus, to speed up future operations. 
The core Natural Language Processing 
(NLP) operations are run together, as 
part of importing the corpus. These 
operations include tokenizing, part-of-
speech classification, parsing, 
lemmatizing, dependency parsing, 
sentence detection, and per-document 
keyword detection.
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Text can be imported from a directory 
structure, an email mailbox file (.mbox), 
or a variable containing a list of strings or 
a table containing a text column. The table 
can contain other columns, which will be 
preserved unless they collide with columns 
that the parser outputs. 

API Function API Description 

.nlp.loadCorpus Perform core NLP operations on a text source, such as tokenizing, parsing, sentence detection and 
entity recognition 

.nlp.compareCorpora Gives two dictionaries of each term's affinity to each corpus 

.nlp.compareDocuments Calculates the cosine similarity of two documents 

.nlp.explainSimilarity Calculate how much each term contributes to the cosine similarity 

.nlp.findDates Find all dates in a document. 

.nlp.findTimes Find all times in a document. 

.nlp.findRelatedTerms Generate a feature vector of stemmed tokens for a term. Feature vectors are used to … 

.nlp.fuzzy.distance Finds the Levenshtein distance between two strings. The edit distance, which is the number of 
insertions, deletions or substitutions required to turn one word into the other 

.nlp.sentiment Calculates the positive, negative or neutral sentiment of a sentence of short message, such as a tweet. 

.nlp.TFIDF Finds the TFIDF scores for all terms in all documents. Term Frequency–Inverse Document Frequency 
(TFIDF) is a numerical statistic that reflects how important a word is to a document in a corpus. 

.nlp.keywordsContinuous Given an input which is conceptually a single document, such as a book, this will give better results 
than TF-IDF. On collections of heterogeneous documents however, TF-IDF will perform better. 

.nlp.porter.stem Implements the Porter stemming algorithm 

.nlp.cluster.kmeans Clusters the corpus or a subset of the corpus using the k-means algorithm. 

.nlp.cluster.bisectingKMeans Clusters the corpus or a subset of the corpus using the bisecting k-means algorithm where k-means is 
used to repeatedly split the largest cluster into two clusters. 

.nlp.cluster.bisectingKMeans2 Clusters the corpus or a subset of the corpus using the bisecting k-means algorithm where k-means is 
used to repeatedly split the least cohesive cluster instead of the largest cluster. 

.nlp.cluster.buckshot Clusters the corpus or a subset of the corpus using the buckshot algorithm – a combination of HAC and 
K-Means clustering. It is a fast but low accuracy clustering algorithm which can be used as the basis for other
clustering algorithms.

.nlp.cluster.groupAverage Cluster the corpus or a subset of the corpus using the Group Average Clustering algorithm. This is part 
of Scatter-Gathering Clustering and has limited utility as a stand-alone algorithm. 

.nlp.cluster.MSE Cluster the corpus or a subset of the corpus using the Mean Squared Error (MSE) algorithm. Sorting 
the results of clustering by cluster cohesion using mean squared error (MSE) is usually more useful 
than sorting by size. Get the cohesiveness of a cluster as measured by the mean sum of squares error. 
For large clusters, truncating keyword dictionaries can make this faster. 

.nlp.cluster.MCL Cluster the corpus or a subset of the corpus using the Markov Clustering (MCL) algorithm. Given a set 
of documents or document keywords, a minimal similarity value, and whether or not you want to use a 
sample, the function returns the documents’ indices grouped into clusters. 

.nlp.minimalInformation1/2/3/4 An extremely fast clustering algorithm for very large datasets. 

.nlp.cluster.scatterGather Cluster the corpus or a subset of the corpus using the scatter gather algorithm by iterating Group 
Average clustering 

.nlp.cluster.summarize Cluster the corpus or a subset of the corpus using an algorithm that works like many summarizing 
algorithms, by finding the most representative elements, then subtracting them from the centroid, 
 and iterating until the number of clusters has been reached. 

Once the text has been imported, the user 
can perform a wide range of comparison 
and clustering analysis using the library’s 
API as described below:
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