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Compliance and regulatory professionals are tasked 

with developing effective and efficient 

surveillance and supervision programs for 

increasingly complex and sophisticated capital 

markets. This overview discusses kdb+ as a game-

changing technology that creates both disruption 

and opportunity in the field of market 

surveillance and supervision.  



  

“There are many places where  asof  joins can be used. 

Compliance or regulator reports provide a never ending 

source of opportunities for reporting what happened.”  

 

Q Tips: Fast, Scalable and Maintainable Kdb+  

Author: Nick Psaris 

 



Knowledge Discovery in Databases (KDD) is an 

automatic, exploratory analysis and modeling of 

large data repositories. KDD is the organized 

process of identifying valid, novel, useful, and 

understandable patterns from large and complex data 

sets.  

 

 
Data Mining and Knowledge Discovery Handbook  

Editors: Oded Maimon and Lior Rokach 

 



Data Mining (DM) is the core of the KDD process, 

involving the inferring of algorithms that explore 

the data, develop the model and discover previously 

unknown patterns. The model is used for 

understanding phenomena from the data, analysis and 

prediction. 

 
Data Mining and Knowledge Discovery Handbook  

Editors: Oded Maimon and Lior Rokach 
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No 

Maybe? 
The algorithms we used are very standard for 

Kagglers. […] We spent most of our efforts 

in feature engineering. [...] We were also 

very careful to discard features likely to 

expose us to the risk of over-fitting our 

model. 

 
— Xavier Conort, "Q&A with Xavier Conort" 

Again, no 

“ETL”      “Perceive”       Classify  

Yes 



From Wikipedia: 

 

Feature engineering is the process of using domain 

knowledge of the data to create features that make 

machine learning algorithms work. Feature engineering 

is fundamental to the application of machine learning, 

and is both difficult and expensive.  

 

“Coming up with features is difficult, time-

consuming, requires expert knowledge. "Applied 

machine learning" is basically feature 

engineering.” 
 

— Andrew Ng, Machine Learning and AI via Brain simulations 
 

“…some machine learning projects succeed and some 

fail. What makes the difference? Easily the most 

important factor is the features used.” 
 

— Pedro Domingos, "A Few Useful Things to Know about Machine 
Learning" 
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http://simpsonstreetfreepress.org/wright-

free-press/health/five-senses?printable 
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http://www.autonomix.co/ 
http://simpsonstreetfreepress.org/wright-
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2.Quantity 

 

3.Time 
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1.Price: 

 

2.Quantity 

 

3.Time 

Sell XYZ 100 @ $500 

Sell XYZ 100 @ $50 

Sell XYZ 10 @ $5 

Sell XYZ 100 @ 

$4.99 
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1.Price: from marketable to away from the market 

 

2.Quantity 

 

3.Time 

Sell XYZ 100 @ $500 

Sell XYZ 100 @ $50 

Sell XYZ 10 @ $5 

Sell XYZ 100 @ 

$4.99 

 

NBBO:  

$4.99 x $5.00 

“ETL”      “Perceive”       Classify  



1.Price: from marketable to away from the market 

 

2.Quantity: from de minimis to significant 

 

3.Time 

Sell XYZ 100 @ $500 

Sell XYZ 100 @ $50 

Sell XYZ 10 @ $5 

Sell XYZ 100 @ $4.99 

 

NBBO:  

500 @ $4.99 x 1000 @ 

$5.00 

“ETL”      “Perceive”       Classify  



1.Price: from marketable to away from the 

market 

 

2.Quantity: from de minimis to significant 

 

3.Time: from relevant to not relevant  

 

16:00:01: Sell XYZ 100 @ 

$500 

16:00:01: Sell XYZ 100 @ $50 

16:00:01: Sell XYZ 10 @ $5 

16:00:01: Sell XYZ 100 @ 

$4.99 

 

NBBO:  

15:59:59: 500 @ $4.99 x 1000 

@ $5.00 
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1.Price: from marketable to away from the market 

 

2.Quantity: from de minimis to significant 

 

3.Time: from relevant to not relevant  

 

How to extract 

useful 

information/features 

from those data 

points?   
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1.Price: from marketable to away from the market 

 

2.Quantity: from de minimis to significant 

 

3.Time: from relevant to not relevant  

 

How to extract 

useful 

information/features 

from those data 

points?   

 

“Coming up with features is difficult, time-

consuming, requires expert knowledge. 

"Applied machine learning" is basically 

feature engineering.” 
 

— Andrew Ng, Machine Learning and AI via Brain simulations 

“ETL”      “Perceive”       Classify  



"We will encourage you to develop the three 

great virtues of a programmer: laziness, 

impatience, and hubris."  

 
-- LarryWall, ProgrammingPerl (1st edition), OreillyAndAssociates 

“ETL”      “Perceive”       Classify  



Technical analysis! 
 

  

 

"several academic studies suggest that ... 

technical analysis may well be an effective means 

for extracting useful information from market 

prices.“ 

  
— Lo, Andrew W.; Mamaysky, Harry; Wang, Jiang (2000). "Foundations of 

Technical Analysis: Computational Algorithms, Statistical Inference, and 

Empirical Implementation".  

 

“ETL”      “Perceive”       Classify  



 

From Wikipedia: 

 

Technical analysts (…) widely use market indicators of many 

sorts, some of which are mathematical transformations of 

price, often including up and down volume, advance/decline 

data and other inputs. These indicators are used to help 

assess whether an asset is trending, and if it is, the 

probability of its direction and of continuation.  

 

Technicians also look for relationships between 

price/volume indices and market indicators. Examples 

include the moving average, relative strength index, and 

MACD. Other avenues of study include correlations between 

changes in Options (implied volatility) and put/call ratios 

with price. Also important are sentiment indicators such as 

Put/Call ratios, bull/bear ratios, short interest, Implied 

Volatility, etc. 

“ETL”      “Perceive”       Classify  
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…some machine learning projects 

succeed and some fail. What 

makes the difference? Easily 

the most important factor is 

the features used. 

 
— Pedro Domingos, "A Few Useful Things to Know 
about Machine Learning" 
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…some machine learning projects 

succeed and some fail. What 

makes the difference? Easily 

the most important factor is 

the features used. 

 
— Pedro Domingos, "A Few Useful Things to Know 
about Machine Learning" 





Kdb+ is optimized for ingesting, analyzing, 

and storing massive amounts of structured 

data. The combination of the columnar design 

of kdb+ and its in-memory capabilities means 

it offers greater speed and efficiency than 

typical relational databases. Its native 

support for time-series operations vastly 

improves both the speed and performance of 

queries, aggregation, and analysis of 

structured data. 
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Kdb+ is optimized for ingesting, analyzing, 

and storing massive amounts of structured 

data. The combination of the columnar design 

of kdb+ and its in-memory capabilities means 

it offers greater speed and efficiency than 

typical relational databases. Its native 

support for time-series operations vastly 

improves both the speed and performance of 

queries, aggregation, and analysis of 

structured data. 



SQL to Q example 

(kdb+) is an amazing piece of engineering, ask 

anyone who works with it. Sure, the learning 

curve can be steep but once you 'get it' you 

won't turn back. 

 
[–]Chromozorz12 

https://www.reddit.com/r/datascience/comments/5w6yz6/data_science_with_kdb

q/ 

 

 



SELECT  -- what needed 

FROM table1 t1 JOIN table2 t2  

ON t2.time BETWEEN t1.stime AND t2.etime AND –- (etc.) 

stime etime Trigge

r 

Values 

9:40:0

1 

9:40:02 I 

9:40:0

2 

9:40:05 II 

9:40:0

4 

9:40:05 III 

time Event 

Values 

9:40:01.00

1 

001 

9:40:01.00

1 

010 

9:40:02.00

0 

011 

9:40:02.00

5 

100 

9:40:04.00

7 

101 

9:40:04.00

7 

110 

9:40:04.00

7 

111 

time Trigg

er 

Value 

Event  

Values 

9:40:01.00

1 

I 001 

9:40:01.00

1 

I 010 

9:40:02.00

0 

I 011 

9:40:02.00

0 

II 011 

9:40:02.00

5 

II 100 

9:40:04.00

7 

II 101 

9:40:04.00

7 

II 110 

9:40:04.00

7 

II 111 

9:40:04.00

7 

III 101 

9:40:04.00

7 

III 110 

9:40:04.00

7 

III 111 

table1 t1 

JOIN table2 t2  

time Trigge

r 

Value 

Event 

Values 

9:40:02.0

00 

II 011 

9:40:02.0

05 

II 100 

9:40:04.0

07 

II 101 

9:40:04.0

07 

II 110 

9:40:04.0

07 

II 111 

9:40:04.0

07 

III 101 

9:40:04.0

07 

III 110 

9:40:04.0

07 

III 111 

e.g. : sum 

(Event 

Values)>=7 

 

 
from: 

Rosenblatt’s 

perceptron 

SQL to Q-SQL 



SQL to Q-SQL 

seqNum time Event 

Values 

1 9:40:01.00

1 

001 

2 9:40:01.00

1 

010 

3 9:40:02.00

0 

011 

4 9:40:02.00

5 

100 

5 9:40:04.00

7 

101 

6 9:40:04.00

7 

110 

7 9:40:04.00

7 

111 

time Agg.  

Event 

Values 

Min 

SeqNum 

Max 

SeqNum 

9:40:01.00

1 

011 1 2 

9:40:02.00

0 

011 3 3 

9:40:02.00

5 

100 4 4 

9:40:04.00

7 

10010  5 7 

seqNum:i+1 

sum, min, max by (with xbar if 

applicable) time 

wj table 1 and table 2 using 

sum, min, max 

Trigger 

Values 

F(Even

t 

Values

) 

Min 

SeqNum 

Max 

SeqNum 
seqNum 

II 11001 3 7 3 4 5 6 7 

III 10010 5 7 5 6 7  

time Trigg

er 

Value 

Event 

Value

s 

9:40:02.000 II 011 

9:40:02.005 II 100 

9:40:04.007 II 101 

9:40:04.007 II 110 

9:40:04.007 II 111 

9:40:04.007 III 101 

9:40:04.007 III 110 

9:40:04.007 III 111 

ungroup by seqNum and lj to 

table2:  



… This overview discusses kdb+ as a game-
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disruption and opportunity in the field of 

market surveillance and supervision.  
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… This overview discusses kdb+ as a game-

changing technology that creates both 

disruption and opportunity in the field of 

market surveillance and supervision.  

… “Applied machine learning" is basically 

feature engineering.” 
 

— Andrew Ng, Machine Learning and AI via Brain simulations 

kdb+ is like a Swiss Army Knife for feature 

engineering 
- me   
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